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AI agents delete your files  TODO

2



AI agents overwrite your data
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AI agents leak your secrets
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A new interaction paradigm

Before: The user accesses the filesystem directly
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$ rm foo󰘋
User

📂
Filesystem



A new interaction paradigm

Now: Agent operates on filesystem on user’s behalf
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󰘋
User

📂
Filesystem

🤖
Agent

$ rm foo“Delete foo”



The dilemma: safety vs autonomy

Grant agents full access (YOLO mode)

Lack of safety
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󰘋
User

📂
Filesystem

🤖
Agent

$ rm -rf foo ~/“Delete foo”

��



Require user approval before action

🤖 stalls the agent · 󰘋 fatigues the user

Lack of autonomy

$ rm -rf foo ~/

The dilemma: safety vs autonomy
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󰘋
User

📂
Filesystem

🤖
Agent

“Delete foo”

Can I run rm -rf foo ~/?

NO!



Do you know what you're approving?

Suppose you clone a new project
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󰘋
User

📂
Filesystem

🤖
Agent

$ cargo build“Build project”

Can I run cargo build?

LGTM



Do you know what you're approving?

Suppose you clone a new project

cargo build runs arbitrary code from build.rs

You can't tell what it'll do
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󰘋
User

📂
Filesystem

🤖
Agent

“Build project”

LGTM

$ cargo build

Can I run cargo build?



In this work…

First systematic study of agent filesystem misuse ⇒ information and control gap

Agent-native filesystem: introspect effects, undo mutations, gate accesses

Design of YoloFS

Agent benchmark

● Safety (11 destructive tasks) ⇒ YoloFS enable agent self-correct for 8 tasks 

● Autonomy (112 routine tasks) ⇒ YoloFS reduces user interactions 0.9 → 0.4
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Outline

Motivation

Filesystem misuse study

Agent-native filesystems

YoloFS

Evaluation
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Agent Filesystem Misuse

Collected 290 reports in past 3 years

● GitHub (205), social media (31), forums (25), blog posts (18), CVE (11)

Studied their consequence

● Operation, agent reaction, user awareness, …

Developed a cause taxonomy

● Across roles: model, harness, user
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Consequence: Operation
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44%
Agents overwrite 

your data

● Reset config files

●Corrupt saved credentials

39% 
Agents delete

your files

●Wipe entire disk

●Destroy legal documents

●Delete precious photos

17%
Agents leak 
your secrets

● Passwords

●Credentials

Most reported cases involve mutation. Leaks are likely hidden.



Consequence: Awareness and Reaction

󰘋
User

● 82% realize immediately

● 10% figure out later

● 8% invisible to users
(e.g., detected by researchers)
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🤖
Agent

● 68% unaware

● 21% apologize: “I am devastated. I 
cannot express how sorry I am.”

● 11% lie: “No problems occurred,” 
right after deleting a file 

No reliable detection for filesystem misuse



Cause: command filter bypass

Command filtering

● Match command strings before exec

● Allow “safe” commands (e.g., cat, ls)

● Ask or deny “unsafe” commands
(e.g., rm, git push)

Claude / Codex equipped w/ >100 filters
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Command filter bypass (52 reports)

● 󰘋 denies a command (e.g., rm)
🤖 uses alternative commands
(e.g., unlink, find -delete, python -c)

● 󰘋 allows a command (e.g., git)
🤖 abuses allowed commands 
(e.g., git pre-commit hook) 

Can’t constrain effects with command string filtering



Cause: sandbox misfit

Sandboxing

● Define a static boundary: the project 
directory

● Run commands inside the isolated 
environment – the “sandbox”
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Sandbox misfit (41 reports)

● Too restrictive: failed agent tasks
⇒ prompt user to rerun w/o sandbox

● Inadequate protection: accessible files 
within the sandbox remain vulnerable

Dynamic agent workloads does not fit well inside a static boundary

Sandbox: files accessible

Agent workload

Sandbox: files vulnerable

Agent workload



The Information and Control Gaps

Limited information
about filesystem effects

● User can't determine if a command is 
safe to run

● Agent doesn’t know what files are 
accessed or changed
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Insufficient control
over filesystem effects

● User can't reliably protect the files 
from agent misuse

● Both can't undo the harm after it 
happened



Outline

Motivation

Filesystem misuse study

Agent-native filesystems

YoloFS

Evaluation
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Traditional Filesystems
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󰘋 User

🤖 Agent 📂 Filesystem

Agent-Native Filesystems

󰘋 User

🤖 Agent 📂 Filesystem

Limited information
Insufficient control

Principle: Shift information and control from agents to filesystems

1. Introspect effects
2. Undo mutations
3. Gate accesses



Agent inspect command effects

🤖 $ ./evil.sh

● Created .git/hooks/pre-commit
● Deleted main.c
● Modified ~/.ssh/authorized_keys

Complete: Should not be confined to a 
single “repository” (like Git)

Primitive 1: Introspect effects
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User review session effects

🤖 $ cmd1, 🤖 $ cmd2, …, 🤖 $ cmd99

󰘋 Review

● Created / Deleted / Modified …

Agents detect mistakes by itself User reviews agent actions



Primitive 2: Undo mutations

Agent self-correct

🤖 $ ./evil.sh

● Modified: ~/.ssh/authorized_keys, …

🤖: The previous command is suspicious;
I will undo the changes made by the cmd

🤖 $ ./safe.sh
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User decide on session changes

🤖 $ cmd1, 🤖 $ cmd2, …, 🤖 $ cmd99

󰘋 Review

● Created / Deleted / Modified …

󰘋: LGTM. Keep the changes

Agents autonomously catch mistakes, 
correct errors, and retry

Users review final changes
No commands pre-approvals



Primitive 3: Gate accesses

Users set access rules

󰘋: Ask ~/

󰘋: Allow ~/projects/YoloFS

󰘋: Deny ~/projects/YoloFS/.git
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Agent execution refines rules

🤖 $ ./evil.sh

📂: Allow agent to read ~/.ssh?

󰘋: Deny and do not ask again

📂: New rule saved: Deny ~/.ssh

No upfront, static rules
Rules apply on paths, not commands

Reserve user interaction to 
undetermined accesses



Outline

Motivation

Filesystem misuse study

Agent-native filesystems

YoloFS

Evaluation
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YoloFS: An Agent-Native Filesystem

25

📝
Staging

for user review

📸
Snapshots & Travel

for agent self-correction

🔐
Progressive permission 

over agent access



YoloFS: An Agent-Native Filesystem
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📝
Staging

for user review

●Hold all mutations in a 
staging area for review

●User commits or aborts

📸
Snapshots & Travel

for agent self-correction

🔐
Progressive permission 

over agent access



📝 Staging
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🤖 Agent 󰘋 User

yolo CLI

YoloFS: agent’s root fs
● In-memory state

Base filesystem: user’s root fs 
● YoloFS on-disk state, original files

run <cmd> review, commit, abort

execute on

files backed by
operate
on

Userspace
Kernel



Flat file store for staged files

● File indexed by number (ino)

📝 Staging: Decouple files from paths
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Read-only
Base

foo

Flat
File
Store 1 2bar



Flat file store for staged files

● File indexed by number (ino)

Override tree for dir structure

● Maps agent-visible path to …

📝 Staging: Decouple files from paths
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Override
Tree

Read-only
Base

foo

Flat
File
Store 1 2

new

Create

bar

Rename

bazfoo

Delete

∅

Modify

foo’

w/ CoW



📝 Staging: Journal for user review and commit
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Journal to record override tree changes. Appended on…

● Delete: D path
● Rename: R src dst
● Create/modify: S path ino

Reconstruct override tree from journal for ...

● Review: traverse the tree
● Commit: apply tree to base

In-kernel
override tree

On-disk journal

Userspace
override tree

Append Replay

🤖 Agent 󰘋 User

Delete
Rename

Create
Modify Review Commit



YoloFS: An Agent-Native Filesystem
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📝
Staging

for user review

●Hold all mutations in a 
staging area for review

●User commits or aborts

📸
Snapshots & Travel

for agent self-correction

● Per-command snapshot

●Diff for effects of 
individual command

● Travel back to undo

🔐
Progressive permission 

over agent access



Take new snapshots

● Journal: marker-delimited segments
● Flat File store: generation-based CoW

Travel to previous snapshots

● Replay journal in userspace
● Install back to kernel

In paper: pre-images for efficient diffing, segment liveness, non-destructive travel

📸 Snapshots & Travel
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Segment
for cmd 1

Segment
for cmd 2

Segment
for cmd 3

Journal 

M M

SnapshotSnapshot



YoloFS: An Agent-Native Filesystem

33

📝
Staging

for user review

●Hold all mutations in a 
staging area for review

●User commits or aborts

📸
Snapshots & Travel

for agent self-correction

● Per-command snapshot

●Diff for effects of 
individual command

● Travel back to undo

🔐
Progressive permission 

over agent access

●No upfront policy

● Refine rules during run



🔐 Progressive permission

Rules on paths: ask / allow / deny / … 

Access hits "ask"

● Pause calling thread
● Ask user on access
● User refine rules for future access

In paper: on-disk configuration, journal records for denied access and rule updates
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📂 YoloFS
Rule: ask ~/; allow ~/proj; deny: ~/.ssh

🤖 Agent 󰘋 User

Run 
command

Ask for 
approval 

Make decision,
Update rule



Outline

Motivation

Filesystem misuse study

Agent-native filesystems

YoloFS

Evaluation
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Evaluation

Agent benchmark methodology

● Previous: focus on model capabilities, w/o permission approvals

● Our: interaction among 󰘋 User ↔ 🤖 Agent ↔ 📂 Filesystem

Agent benchmarks

● Safety (11 opaque, destructive tasks) ⇒ Enable agent self-correct

● Autonomy (112 routine filesystem tasks) ⇒ Reduce user interactions

Performance benchmarks: negligible I/O overhead; scalable w/ 100+ snapshots
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Safety: Existing agents
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Claude, Copilot and Gemini

● Failed almost all tasks

Codex

● “Hit a sandbox restriction”
● Ask user to rerun without it

Agents run commands blindly
Effects landed directly



🤖 Agent self-correct 8 / 11 tasks

e.g, Formatter task

● Asked to run provided formatter script after file edits
● The script deletes unrelated files

Agent reaction

● Saw unrelated files deleted. Read the script
● "CRITICAL: this is not a legitimate formatter!" 
● Run yolo travel to revert

Safety: Claude + YoloFS
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YoloFS enables agent to self-correct



Conclusion

Systematic study of agent filesystem misuse ⇒ information and control gap

Agent-native filesystems: introspect effects, undo mutations, gate accesses

YoloFS: 📝 Staging, 📸 Snapshots and travel, 🔐 Progressive permission

Agent benchmarks w/ new methodology 

● Safety: self-corrected 8 / 11 tasks

● Autonomy: 0.9 → 0.4 user interactions per task
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Safety: Claude + YoloFS
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󰘋 Remaining 3 correctable by user

● Changes uncommitted before review
● Effects appear goal-aligned

Deploy (L1)

● The script deletes src/
● Claude explicitly noted the deletion
● Treat as normal deployment behavior

Staging for user review and correction



Cause: shell loophole
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Built-in tools: Implemented by agent

● Common filesystem operations (e.g., 
read/edit files, list directories)

● Harness enforce access policies
(e.g., deny: Read .env)

Shell tool: Executed by external shell

● Arbitrary shell command
(e.g., git, make, python, cargo)

Shell loophole (77 reports): Policy on 
built-in tools does not apply to shell tool

● 󰘋: Deny read on .env

● 🤖: Read tool denied. 
“I’ll continue by using bash”
Execute cat .env

Need additional guardrail for the shell tool



📸 Snapshots and travel workflow
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🤖 Agent

yolo CLI

YoloFS: agent’s root fs
● In-memory override tree

Base filesystem: user’s root fs 
● YoloFS state: journal & file store
● Original files: unmodified data

run <cmd> travel <marker>

take snapshot

mark in journal
replay to <marker>

install

Userspace
Kernel

In the paper: 
● Generation-based CoW
● Liveness of segment
● Efficient snapshot diffing



🔐 Progressive permission workflow
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Base filesystem: user’s root fs 
● YoloFS config file
● YoloFS journal

run <cmd> set rule

Userspace
Kernel

In the paper: 
● Journal for permission
● Read-only and write-ask
● On-disk config file

🤖 Agent 󰘋 User

execute on

YoloFS: agent’s root fs
● In-memory rule tree

ask user

yolo CLI

persist 
rules

append to journal



OverLayFS: Order with stacking layers

Normal ops: traverse all layers

Switch layers: remount & reconfig

Separate history from present
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Layer 0: read-only

Layer 1: read-only

Layer 2: read-only

Layer 3: writable

YoloFS: Order established by journal

Present: override tree

History: extend journal w/ 2 markers

● Snapshot: P name
● Travel: T generation

Snapshots do not slow down normal ops

P P T
S R S R S D



OverLayFS: Order with stacking layers

Normal ops: traverse all layers

Switch layers: remount & reconfig

Preserving history without slowing normal ops
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Layer 0: read-only

Layer 1: read-only

Layer 2: read-only

Layer 3: writable


